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2022 Trends in Data, 
Machine Learning & AI

What lies ahead in data platforms, 
machine learning, MLOps, and DataOps



The technology job market has strongly 
recovered from the depths of the 2020 
global pandemic. There are also initial 
signs that companies are beginning to 
systematize and formalize their use of 
machine learning (ML) and AI. The good 
news is that the rise of modern data 
platforms makes it easier for companies 
to use analytics and machine learning 
to improve their decision-making and 
operations. 

In this short report, we list key trends in 
big data, machine learning, and AI, with 
a bias toward items that will impact 
companies and organizations across all 
sectors over the next 12-18 months. We 
highlight a shift toward solutions that 
help companies build domain-specific 
data and AI applications as tools in key 
areas become simpler, and best practices 
and use cases are more widely shared.
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Trend: The pull of modern data 
platforms will get stronger

As recently as a few years ago, companies that wanted to 
build big data platforms needed to assemble a multitude of 
technologies like Hadoop, Spark, Hive, etc. Fast forward to 
today, modern data platforms (MDP) (cloud data warehouses 
and lakehouses) have made it easier for companies to 
embrace analytics and AI. 

Modern data platforms have spawned an ecosystem of 
startups and tool providers (i.e.,“the modern data stack”): an 
increasing number of data startups integrate with modern 
data platforms, some even specifically target companies that 
use an MDP. The ecosystem of tools that integrate with MDPs 
include tools for data discovery, data quality, data integration, 
data governance, and more. 

As with other platforms that have considerable traction, a 
virtuous cycle is in effect: MDPs have many users; this makes 
MDPs attractive to tool builders and application developers; 
as the ecosystem of tools and applications around MDPs get 
stronger, they become more compelling and more users opt to 
use an MDP; and this cycle repeats.
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The data lakehouse paradigm is 
particularly suited for forward-
looking enterprises seeking to 
expand into machine learning and 
AI. Lakehouses have made great 
strides since the paradigm was first 
introduced in early 2020. 

Databricks recently built a lakehouse 
that offers superior performance and 
price over data warehouses, even for 
data warehousing workloads. So not 
only are lakehouses well-suited for 
disparate data types (unstructured 
data), machine learning, and AI, 
they can also serve as a company’s 
primary data warehouse.
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We’ve long noted that a majority of 
companies use multiple (public or 
private) clouds, and escalating computing 
costs means this trend is likely to 
continue. At this point, most SaaS 
providers make sure their offerings run 
on multiple cloud providers. 

This year we’ll see even more tools to 
help multi-cloud companies manage 
their cloud services, including an initial 
set of multi-cloud native applications 
from Google, Anyscale, and others. On 
the research front, a new UC Berkeley 
research lab (to follow AMPLab 
and RISELab) will focus on “Sky 
Computing”—a set of technologies that 
will enable cloud platforms to be more 
like utilities along the lines of telephone 
services.

Trend: Multi-cloud is here to stay
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Trend: Investments will increase for data curation and governance tasks
As companies shift to the cloud, our 
recent data engineering survey revealed 
that teams consider the following areas 
particularly challenging: data quality, data 
confidentiality and integrity, data catalogs, 
and data discovery. This doesn’t mean that 
investments and work on data integration 

and BI/analytics will stall; it just means that 
these other areas in DataOps will garner 
more attention than they previously did. As 
Metaphor Data recently illustrated with its 
data discovery solution, modern metadata 
platforms are an important substrate upon 
which many of these solutions will be built.
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Trend: Data-centric initiatives in machine learning and AI will increase
The fact that focusing on data is more impactful than 
focusing on modeling has long been known to ML 
engineers and other data professionals. Numerous 
surveys through the years have shown that data 
teams spend most of their time working on acquiring, 
cleaning, and augmenting their data sets.  With that 
said, there is a renewed focus on what researchers 
have termed “data-centric AI”—a collection of tools and 
techniques for cleaning, augmenting, and enhancing 

datasets to improve the accuracy of ML models. 
To this end, there are new tools and startups focused 
on helping companies improve data for building ML 
models. We expect companies to increase investments 
in an array of data-centric tools, including data 
acquisition, data annotation, data programming, data 
exchanges, and data markets, as well as in confidential 
computing technologies designed to facilitate 
collaboration across organizations and companies.
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Trend: Model hubs —> model tuning and customization

In areas like computer vision and NLP, 
there are model hubs that provide users 
with plenty of models for different 
applications and tasks. But in most 
cases, these models won’t be accurate 
enough to deploy (off-the-shelf) in real-
world applications. As an example, a 
named entity recognition model trained 
on general data will likely not be 
accurate enough to use in specific areas 
in health care and medicine. 

It’s no surprise that in our NLP surveys, 
respondents cite model tuning and 
customization (alongside scalability and 
production readiness) among the key 
challenges they face. The good news 
is that we’re beginning to see startups 
like Hugging Face and John Snow Labs 
address this need in NLP, and we expect 
more tools that facilitate and simplify 
model tuning and customization in the 
coming year.
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Trend: Low-code and no-code will expand into data and ML applications
Low-code and no-code tools have become commonplace 
in areas like website development. As an example, a 
person with no coding experience can launch a simple, 
no-frills WordPress website using several no-code tools. 

Because WordPress has a large ecosystem of plugins, 
advanced features (forms, payments, etc.) can easily be 
added without writing a single line of code. Low-code 
and no-code tools are showing up in many different 
areas of data engineering and data science as well. 

There are now several low-code and no-code tools for 
data integration, analytics and machine learning, and 
data management. 

Established companies like Databricks and Amazon are 
also expanding their low-code and no-code offerings. 
Over the next year, we’ll see the first steps toward 
greater adoption of these tools and toward a future in 
which more people can build simple-to-complex AI and 
ML applications, end-to-end.

GradientFlow.com 9

https://gradientflow.com/nocode-primer/
https://gradientflow.com/nocode-primer/
https://techcrunch.com/2021/10/06/databricks-acquires-8080-labs-to-extend-its-low-code-no-code-capabilities/
https://aws.amazon.com/blogs/aws/announcing-amazon-sagemaker-canvas-a-visual-no-code-machine-learning-capability-for-business-analysts/


Trend: Companies will take concrete steps toward responsible AI, 
model validation and testing, and better documentation
Interest in machine learning continues to grow, and 
companies are deploying ML in a range of settings 
and applications. This year saw a proliferation of tools 
for MLOps, including tools for experiment tracking 
and management, model deployment, feature stores, 
and model monitoring. We also saw the development 
of tools that facilitate the fusion of machine learning 
with domain knowledge and related disciplines—case 
in point: research into combining learning and control 
theory in a unified framework.

Responsible AI is a popular phrase used to capture 
important risks and priorities that come with deploying 
AI and machine learning. With ML being deployed more 
widely and in more sensitive applications, the bar for 
deploying or updating models is higher. We expect to see 
tools to help teams with model testing, validation, and 
governance, as well as better workflows and checklists 
to formalize the model deployment and management 

lifecycle. Model testing tools like Kolena, LIT, and AdaTest, 
are important first steps in injecting the software 
engineering rigor needed for Responsible AI, and provide 
processes to ensure that predictions do not exhibit 
unwanted behavior such as bias.

Through interactions with legal counsels and data teams 
at numerous companies, our friends at BNH.ai—the 
first law firm focused on AI risks—have settled on the 
following first step that companies should take: 

“To be super concrete and practical: one 
very clear place to start is just standardizing 
documentation for what you’re doing now. … 
documentation is the most practical place to 
focus.”
— Andrew Burt, co-founder and Managing 
Partner at BNH.ai 

Fairness

Transparency

Security & Privacy

Inclusiveness
Accountability

Safety & Reliability
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Trend: Large language models will become more accessible
At the time we wrote this report, the largest language 
models (LLMs) available to developers are GPT-3 and a 
178-billion-parameter model from AI21 Labs. There are 
even larger models that have been announced: MT-NLP 
(Microsoft and Nvidia) contains 530 billion parameters, 
and T5-XXL (Google Brain)  has 1.6 trillion parameters. 

The truth is, companies will use different large 
language models based on specific needs, such as 
the languages they need to support. Performance and 
deployment considerations also play a role in how 
large a model will be needed for a specific application. 
Different size models will have different roles. For 
example, AI21 Labs has a 7.5-billion-parameter model 
that works well in conjunction with their 178-billion-

parameter model: developers use the large model to 
generate training data, and then use that data to fine-
tune the smaller model. 

We will also see progress in language models that 
require less computation. A team from Google recently 
announced an LLM that achieves competitive results on 
zero-shot and one-shot learning but is designed to be 
more efficient to train and use. Another recent example 
are retrieval-based NLP models—a class of models 
that “search” for information from a corpus to exhibit 
knowledge, while using the representational strength 
of language models. Researchers at Stanford developed 
retrieval-based NLP models that delivered impressive 
results on a variety of Q&A benchmarks.
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Trend: Graph intelligence will continue to grow

Researchers and companies are learning 
that using rich relationship information 
can significantly improve the performance 
of machine learning models and analytics 
(graph neural networks and graph visual 
analytics). 

Graph neural networks (GNNs) are an active 
research area, and we expect new tools to 
make GNNs more accessible in the coming 
year. GNNs are currently aimed at skilled 
neural network practitioners who are 
comfortable with low-level libraries like 
DGL, PyTorch Geometric, and StellarGraph.
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In a recent post, we listed a few other reasons 
why graph intelligence is likely to grow over the 
next year:

• Companies already have graph data: There 
are a variety of tools that take data in modern 
data platforms or data warehouses or event 
logs, and turn them into graphs. 

• Modern data platforms to the rescue: 
Modern data platforms separate storage 
from compute. This means that most 
companies can get started in graph visual 
analytics and graph AI without needing to 
use specialized systems like graph databases. 
Data lakehouses support open formats such 
as Apache Parquet and Apache Arrow. This 
is important because a wide range of graph 
tools, such as machine learning and Python/R 
libraries, standardize on these formats to 
exchange data efficiently. 

• Tools have improved to the point where a 
graph intelligence stack is now available.

In 2020, 44% of papers at 
leading ML conferences 

contained the phrase “graph 
neural network.”
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Trend: Scaling data science and AI applications will continue to get easier

While distributed frameworks like Spark, Dataproc, Flink, 
Dask, and others have made it possible for data teams to 
scale out to large datasets, many teams still struggle to 
bridge the gap between familiar tools like pandas (laptop) 
and big data frameworks like Spark/BigQuery (cluster). There 
are a growing number of new tools that allow developers to 
smoothly transition from small to large datasets. Here are a 
couple of examples:

• Beginning with the 3.2 release of Apache Spark, 
developers will be able to scale their pandas workloads 
with one simple line change. Thanks to Spark’s 
optimizations, this new pandas API often outperforms 
pandas, even on a single machine. 

• Recent integrations and the release of new libraries for 
data processing and workflow management lets Ray 
bring a common infrastructure and standardization to 
the production ML ecosystem. This means with minor 
code changes, developers can scale from their laptop 
to a cluster, all while retaining the use of their favorite 
Python tools and libraries.
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Related resources: Recent free survey reports

2022 Data Engineering Survey Report

We examine the changing landscape 
of data engineering challenges, tools, 
and opportunities.

2021 NLP Industry Survey Report

This survey reveals insights and trends 
from organizations with years of 
history deploying NLP applications in 
production compared to those which 
are exploring NLP.
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